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 Tensor Decompositions are a solved problem in terms of evaluating for a 

result. Performance, however, is not. There are several projects to parallelize tensor 

decompositions, using a variety of different methods. This work focuses on 

investigating other possible strategies for parallelization of rank-one tensor 

decompositions, measuring performance across a variety of tensor sizes, and 

reporting the best avenues to continue investigation.  
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Chapter 1: Introduction 
 

The background information is taken largely from “Tensor Decompositions 

and Applications”, by Tamara G. Kolda and Brett W. Bader [1]. As such, the 

introduction and background will draw heavily on that paper. 

Tensors 

What is a tensor 

In Mathematics, tensors are N-dimensional geometric objects represented by 

vectors and scalars, with an arbitrary basis.  The meaning of such objects is empty 

until the n-space is given some basis that can be manipulated. Computer Science 

takes a slightly simpler approach, and represents tensors as n-dimensional arrays with 

a standard basis. These structures can be used for unsupervised machine learning or 

data exploration. Simply put, tensors are the analogous to a higher order matrix. 

Motivation and Value 

In data analysis, tensors are useful in representing data that is naturally 

multidimensional, such as network or email data like the Enron Email Corpus. If 

related data variables are set in each dimension algorithms can be used to find 

patterns in the data. These patterns can identify previously unseen trends, but are 

open to interpretation. This analysis technique has been used to look at the Enron E-

mail Corpus to find the patterns of communication that occurred between people, 

departments, and management over the timeline of the fraud. 
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Many implementations of these decompositions have been serial. With large 

tensors, this results in extremely slow run-time. Prior parallel implementations used 

linear algebra to work with Kronecker, Khatri-Rao, and Hadamard products in 

matricized tensors. This is further detailed in Other Work. The primary motivation of 

this work is to focus on rank one decompositions, as the calculations can be described 

in terms of elementary computations without the machinery of linear algebra. 

Decompositions 

A rank one tensor decomposition is a basic approximation of the tensor, a 

series of unit length vectors and a weight λ that, when the outer product is taken of 

and scaled by λ, results in a rank one tensor that approximates the original tensor X. 

Further approximations can reveal different trends, but also change the 

approximations that come before them. The only practical limit on the number of 

approximations that can take place is the size of the smallest dimension in the tensor. 

Decomposing tensors is how trends in the data are found and identified. 

Following Sections 

The following chapters will cover the Background, Data Origins and 

Generation, Algorithm, Analysis, Results, Challenges, and Conclusions. Chapter 2 

will introduce the Tensor Notation and Definition, Decomposition Definition and 

Notation, Alternating Least Squares and Non-Alternating Least Squares, describe the 

OpenMP API used, the Hardware Platform used for testing, and Other Work on this 

subject. The third chapter will cover the origins of the Enron Email Corpus and 

scripts used for generating test cases. The fourth chapter will cover the algorithm and 



3 

 

go into detail and description about the Serial and Parallel implementations. Chapter 

5 will elaborate upon the runtime and memory usage analysis. Chapter 5 will present 

and analyze the results of the Serial, Parallel, and Distributed Algorithms. Chapter 6 

will describe the results found using each source of data. Chapter 7 discusses 

challenges faced during research. Finally, Chapter 8 go over the conclusions found 

and future work. 
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Chapter 2: Background 
The definitions and notations of tensors, decompositions, and the Alternating 

Least-Squares algorithm will be taken almost exclusively from “Tensor 

Decompositions and Applications”, by Tamara G. Kolda and Brett W. Bader [1]. 

Other sources used will be cited. 

Tensor Notation and Definition 

 In the context of this paper, a tensor is defined as any n-dimensional array. 

Bader and Kolda refer to each dimension as an order, and the two terms may be used 

interchangeably. Other terms used are ‘ways’ and ‘modes’. Vector is used to refer to 

an order one tensor. Matrix is used to refer to an order two tensor. Tensor is used to 

refer to an order three to n tensor. All tensors in this paper will be third-order unless 

otherwise stated. 

Elements, Subscripts, and Superscripts 

Our notation for tensor elements extends the usual subscripts notation for 

vectors and matrices. This paper deals with three dimensional tensors, and by 

convention, the first subscript is “i”, the second is “j”, and the third is “k”, such as 

Xijk. Indices will range from 0 to their capital version, e.g. i = 0, …, I. Sequences will 

also be used, and the nth element in a sequence will be notated as a superscript in 

parenthesis, e.g. X(n). 
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Subarrays, Fibers, and Slices 

We may reference one- and two-dimensional subsets of a mode-three tensor 

by fixing one or two indices.  For example, when indices are fixed, subarrays can be 

formed. A colon will indicate all elements of a dimension to denote such subarrays. 

For example, if we have A ϵ ℝI x J, A:j notates the jth column of A, and Ai: notates the 

ith row of A. 

A Fiber is a one-dimensional subarray of a tensor, analogous to a vector. A 

fiber is formed by fixing all indices except for one. Tensors have column, row, and 

tube fibers, notated as X:jk, Xi:k, Xij:. 

 

Figure 1 - Fibers of a third-order tensor [1] 

A Slice is a two-dimensional subarray of a tensor, analogous to a matrix. If a 

fiber is formed by fixing all indices except for one, a slice is formed by fixing all 

indices except for two. Tensors have horizontal, lateral, and frontal slices, notated as 

Xi::, X:j:, X::k. 
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Figure 2 - slices of a third-order tensor [1] 

Tensor Rank 

Tensor Rank is another important concept, especially as ‘rank’ is cavalierly 

used in relation to tensors and matrices. A tensor is rank one if there exist a λ and 

vectors a, b and c such that, for any Xijk in X, Xijk = λ· ai · bj · ck. Another way to 

represent a rank one tensor is a mode-N tensor that can be represented as the outer 

product of N vectors, X = A(1) o A(2) o … o A(n). In this context, rank refers to the 

minimum number of rank one tensors whose sum is equal to the tensor X.  

Kronecker, Khatri-Rao, and Hadamard Products 

The following products are important to understand and have been mentioned, 

but not defined, in Other Work. The Kronecker product of two matrices A ϵ ℝI x J
 and 

B ϵ ℝK x L is denoted by A ⊗ B. The resulting matrix has dimensions (IK) ∙ (JL) and 

is defined as 
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Figure 3 - Kronecker Product Definition [1] 

The Khatri-Rao product is like the Kronecker product, and is sometimes 

called the “matching columnwise” Kronecker product. The Khatri-Rao product of 

two matrices A ϵ ℝI x K
 and B ϵ ℝJ x K is denoted by A ⊙ B. The resulting matrix has 

dimensions (IJ) x K and is defined as: 

A ⊙ B = [a1 ⊗ b1    a2 ⊗ b2    …    ak ⊗ bk]  

Figure 4 - Khatri-Rao Product Definition [1] 

where a and b are vectors of A and B, respectively. If A and B are vectors, then A ⊗ 

B = A ⊙ B. 

The Hadamard Product is the product of elementwise matrix multiplication. 

The Hadamard Product of two matrices A ϵ ℝI x J
 and B ϵ ℝI x J is denoted by A ⊙ B. 

The resulting matrix has dimensions (IJ) x K and is defined as 

 

Figure 5 - Hadamard Product Definition [1] 
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 Decomposition - Definition 

A full decomposition of a tensor is the determination of a minimal set of rank-

one tensors that sum to X. A partial decomposition of rank R is the best possible 

determination of R rank-one tensors whose sum best approximate X. This paper uses 

unit vectors with a norm of one, so we add a weight λ and multiply each component 

rank-one tensor by λ to scale each decomposition rank one tensor. This scaling value 

is from normalizing each vector. Each set of vectors must contain one approximation 

vector per tensor order, with an equal number of elements between the approximation 

vector and its corresponding tensor order. Decompositions can have their own ranks, 

1 to length of the smallest dimension of the tensor. Each decomposition rank 

corresponds to one of the decomposition component rank-one tensors. 

Mathematically, a rank R decomposition for a mode-three tensor is 

X ≈ ∑ 𝜆𝑟(𝑈𝑟 𝑜 𝑉𝑟 𝑜 𝑊𝑟
𝑅
𝑟=1 ) 

Figure 6 - Decomposition Definition 

where R is equal to the length of the smallest dimension of the tensor or the 

decomposition rank desired.  Decomposition ranks are analogous to rank 

approximation of matrices in linear algebra, but in a higher order of abstraction. Unlike 

when dealing with matrices, each rank-one tensor in a decomposition is dependent upon 

the other rank-one tensors in the decomposition, e.g. the first rank-one tensor of a rank 

one decomposition is not necessarily equal to the first rank-one tensor of a rank two 

decomposition. 
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Figure 7 - Rank R decomposition of an order three tensor [1] 

Each decomposition rank-one tensor indicates a pattern in the data. The 

prevalence of these patterns depends entirely on the structure of the tensor. If a rank-

one tensor X is decomposed with a rank-one decomposition D, then the decomposition 

should equal the tensor, X = D. If a rank-two tensor X is decomposed with a rank-one 

decomposition D, how well D approximates X depends on how dominant the rank-one 

component of X is. If a dominant rank-one component exists in X, then 𝑋 −

 𝜆(𝑈 𝑜 𝑉 𝑜 𝑊) can be thought of as ‘noise’.  

 

ALS and NALS – Definition 

Decompositions with Alternating Least Squares 

The Alternating Least Squares algorithm is one of the more popular 

algorithms used for finding tensor decompositions. One reason for this is that the 

algorithm can be generalized and used for N dimensional tensors. To find an R 

component decomposition to a tensor X ϵ ℝI x J x K we would: 

minimize || X – X’ ||2 where X’ = ∑ 𝜆𝑟(𝑈𝑟  𝑜 𝑉𝑟 𝑜 𝑊𝑟)𝑅
𝑟=1  

Figure 8 - Least Squares Problem 
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The λ values are saved values from normalization. For implementation, this changes 

to: 

minimize (||𝑈𝑖 −  𝑈𝑖−1||2 +  ||𝑉𝑖 −  𝑉𝑖−1||2 + ||𝑊𝑖 −  𝑊𝑖−1||2) 

Figure 9 - High-level ALS Implementation 

where i is the current iteration, and i-1 is the previous iteration. You would continue 

until the above sum of the norms squared is less than σ for some arbitrary σ. 

To find the decompositions, ALS fixes 2 of the 3 vectors to solve for the third: 

V and W to solve for U, U and W to solve for V, and U and V to solve for W. When 

each vector is fixed, and that corresponding dimension in the tensor, a Least Squares 

algorithm is used resulting in the following equations for each vector: 

∀ 𝑈𝑖 ∊ 𝑈: 𝑈𝑖 =  
1

𝜆 ||V||  ·  ||W||
∑ ∑ 𝑉𝑗𝑊𝑘𝑋𝑖𝑗𝑘

𝐾

𝑘=0

𝐽

𝑗=0

 

∀ 𝑉𝑗 ∊ 𝑉: 𝑉𝑗 =  
1

𝜆 ||U||  ·  ||W||
∑ ∑ 𝑈𝑖𝑊𝑘𝑋𝑖𝑗𝑘

𝐾

𝑘=0

𝐼

𝑖=0

 

∀ 𝑊𝑘 ∊ 𝑊: 𝑊𝑘 =  
1

𝜆 ||U||  ·  ||V||
∑ ∑ 𝑈𝑖𝑉𝑗𝑋𝑖𝑗𝑘

𝐽

𝑗=0

𝐼

𝑖=0

 

 

 

Figure 10 - ALS Equations 

These equations are scaled by product of the norms of the vectors not being 

approximated, e.g. ∀ 𝑈𝑖 ∊ 𝑈 would be scaled by 
1

||V|| · ||W||
. However, since the vectors 

are unit vectors, ||V|| · ||W|| = 1, and the scaling factor is taken out to reduce 
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computation. The 
1

𝜆
 does not equate to 1, but since the value is the same for all 

equations, we hold off scaling until the vectors have been minimized. Therefore, in 

implementation, the scalar value of 
1

𝜆 ||V|| · ||W||
 is not used. 

∀ 𝑈𝑖 ∊ 𝑈: 𝑈𝑖 = ∑ ∑ 𝑉𝑗𝑊𝑘𝑋𝑖𝑗𝑘

𝐾

𝑘=0

𝐽

𝑗=0

 

∀ 𝑉𝑗 ∊ 𝑉: 𝑉𝑗 = ∑ ∑ 𝑈𝑖𝑊𝑘𝑋𝑖𝑗𝑘

𝐾

𝑘=0

𝐼

𝑖=0

 

∀ 𝑊𝑘 ∊ 𝑊: 𝑊𝑘 = ∑ ∑ 𝑈𝑖𝑉𝑗𝑋𝑖𝑗𝑘

𝐽

𝑗=0

𝐼

𝑖=0

 

Figure 11 - ALS Equations without Scaling Values 

 

When we generalize these equations for decomposition ranks R, we simply 

make the approximation vectors into approximation matrices, U ∊ ℝR x I,V ∊ ℝR x J, W 

∊ ℝR x K, and subtract the other decomposition ranks from the tensor: 

∀𝑈𝑖 ∊ 𝑈, ∀𝑟 ∊ 𝑅: 𝑈𝑟𝑖 =  
1

𝜆𝑟
∑ ∑ 𝑉𝑟𝑗𝑊𝑟𝑘 (𝑋𝑖𝑗𝑘 −  ∑ 𝜆𝑟′(𝑈𝑟′𝑖𝑉𝑟′𝑗𝑊𝑟′𝑘)

𝑅

𝑟′=0,𝑟′!=𝑟

)

𝐾

𝑘=0

𝐽

𝑗=0

 

∀𝑉𝑗 ∊ 𝑉, ∀𝑟 ∊ 𝑅: 𝑉𝑟𝑗 =   
1

𝜆𝑟
∑ ∑ 𝑈𝑟𝑖𝑊𝑟𝑘 (𝑋𝑖𝑗𝑘 − ∑ 𝜆𝑟′(𝑈𝑟′𝑖𝑉𝑟′𝑗𝑊𝑟′𝑘)

𝑅

𝑟′=0,𝑟′!=𝑟

)

𝐾

𝑘=0

𝐼

𝑖=0

 

∀𝑊𝑘 ∊ 𝑊, ∀𝑟 ∊ 𝑅: 𝑊𝑟𝑘 =  
1

𝜆𝑟
 ∑ ∑ 𝑈𝑟𝑖𝑉𝑟𝑗 (𝑋𝑖𝑗𝑘 − ∑ 𝜆𝑟′(𝑈𝑟′𝑖𝑉𝑟′𝑗𝑊𝑟′𝑘)

𝑅

𝑟′=0,𝑟′!=𝑟

)

𝐽

𝑗=0

𝐼

𝑖=0

 

Figure 12- ALS Equations generalized for Decomposition Ranks 
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Intuitively, all that is happening is that the patterns being found in each 

decomposition rank are being subtracted from the tensor so that only the pattern of 

the current rank is being calculated. Notice that the scaling term 
1

||V|| · ||W||
 was left off 

these equations - the term still belongs, but recall that it equates to 1. It is important to 

note that the lambda values are different. Regardless, whether decomposing for a 

rank-one decomposition or a rank-R decomposition, ALS is popular because the 

algorithm reduces to a linear least-squares problem.  

Not yet explained is why this is called Alternating Least Squares. This more 

easily illustrated and then explained. Assume that a Least Squares algorithm has 

already been written. Represented as a function call, it would be called in this general 

fashion: 

U = LS(V, W, X) 

V = LS(U, W, X) 

W = LS(U, V, X) 

Figure 13 - Alternating Explained 

 

As each different vector is newly approximated, that ‘new’ approximation is fed into 

the next vector’s approximation. Approximating U uses the most recent 

approximation of V and W, V uses the most recent approximations of U and W, and 

W uses the most recent approximations of U and V. 

Unfortunately, the ALS algorithm has downsides. It is not guaranteed to 

converge to a global or local minimum, and only ceases when the function stops 
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decreasing beyond a threshold σ. As such, when the algorithm stops, there might be a 

better approximation that exists, but could not be found with the given starting points 

of U, V, and W. A related downside is that the final stopping point, the solution, is 

influenced by the initial guess of the approximation vector. And the algorithm is 

computationally expensive, having to do basic calculations over indices of tensor X, 

and U, V, and W vectors until convergence is achieved. 

For further reading on the ALS algorithm, refer to the original papers by 

Carroll and Chang [2] and Harshman [3]. 

Decompositions with Non-Alternating Least Squares 

The most obvious step to parallelizing ALS is to take out the alternating 

portion and compute all approximation vectors at the same time, with one thread per 

approximation vector. As such, Figure 7 can be modified and expanded: 

 

Unew = LS(Vold, Wold, X) 

Vnew = LS(Uold, Wold, X) 

Wnew = LS(Uold, Vold, X) 

Uold = Unew 

Vold = Vnew 

Wold = Wnew 

Figure 14 - Non-Alternating Explained 
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 While this method of parallelization was not used (as it would cap theoretical 

speedup at 3), the procedure of non-alternating was. All parallelization took place 

inside the LS function, detailed further in Chapter 4: Algorithm. 

OpenMP  

OpenMP is a C/C++ API designed for ease of non-distributed parallel 

programming on systems with shared memory between processor cores [4]. The 

interface is easier to read, understand, and use as compared to the pthread API or fork 

calls, while offering the same locking abilities of the semaphore and mutex libraries. 

OpenMP is just as flexible as using pthreads, but at a higher level. However, similar 

to pthreads and forks, OpenMP relies on the author of the code to verify that the data 

being worked on is independent across computations being performed [4]. 

The basic structure of using OpenMP to have some code block of 

parallelizable code that can be surrounded by OpenMP pre-processor directives that 

the compiler picks up on and converts appropriately. These pre-processor directives 

can contain information about the number of threads that need to be spawned, 

variable scoping, and data locking [4]. OpenMP was used for this paper for its 

intended purpose, as it is an ideal C++ API for use in parallelizing node-local 

computations 
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Hardware Platform – Maya 

Maya 

Maya is UMBCs High Performance Computer Cluster, run by the UMBC 

High Performance Computing Facility and administered by the UMBC Division of 

Information Technology. Maya contains 72 nodes with two eight-core 2.6 GHz Intel 

E5-2650v2 Ivy Bridge Processors and 64 GB of RAM [5]. Maya also has other nodes 

with different specifications, but it is on these 72 nodes that the parallelization was 

performed. 

Processors 

Each Intel E5-2650v2 processor has a base frequency of 2.6 GHz and a turbo 

frequency of 3.1 GHz. This is an octa-core processor with Hyper-Threading, meaning 

16 total threads can be run simultaneously. The cache is made up of a Level 1 8 x 32 

KB 8-way set associative data cache, 8 x 32 KB 8-way set associative instruction 

cache, a Level 2 8 x 256 KB 8-way set associative data cache, and a Level 3 20 MB 

data cache [6]. Cache hit times and cache miss times were not given. 
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Figure 15 - Compute Nodes [7] 

Network 

The nodes themselves are linked using a quad data rate (QDR) Infiniband 

network. Under ideal conditions, the system has a latency of 1.2 microseconds, with a 

total bandwidth of 40 Gbps. In theory, this amounts to a parallel file system [7]. 

Other Work 

What’s out there now 

Other projects have been done to parallelize CP-ALS with different 

approaches. One such approach is using the “matricizied tensor time Khatri-Rao 

product (MTTKRP)” [8]. This approach focuses on parallelizing the math behind the 
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Khatri-Rao, Kronecker, and Hadamard tensor products utilizing other algorithms, 

such as SPLATT [9] and DFacTo [10]. 

SPLATT [9] is an implementation of MTTKRP operations operating on 

sparse tensors with shared memory systems. SPLATT focuses on isolating only the 

necessary tensors fibers and slices with the corresponding approximation matrix 

vectors and doing a series of accumulations and multiplications, using OpenMP for 

parallelization. The code is only implemented for three dimensional tensors. 

DFacTo [10] is an implementation of MTTKRP operations on sparse tensors 

on distributed memory systems. This implementation modifies the Khatri-Rao 

products present in CP-ALS to use successive sparse matrix-vector multiply 

operations.  MPI is used for parallelization. Currently, this method is limited to three 

dimensional tensors. 

Kolda and Bader 

As stated previously, Kolda and Bader’s paper “Tensor Decomposition and 

Applications” [1] was the primary inspiration for this thesis. But that paper did not 

address the interest of this work, parallelization of the Alternating Least Squares 

(ALS) algorithm. Kolda and Bader have written a C++ software package, refer to [11] 

and [12], but the software was unparallelized. Old code and comments were present 

that indicated some preliminary work had been done, but research and 

implementation was not complete as of the distribution of the code. 
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Chapter 3: Data Origin and Generation 

Enron email data 

 Data was taken from several sources. One such source was the Enron Email 

Corpus. Everyone should remember the fall of Enron, the energy giant that collapsed 

in 2001 sending shockwaves throughout Wall Street and the corporate world. The 

following information is taken from “The Enron Data Set - Where did it come from?” 

by Joe Bartling [13]. When Enron collapsed, it was already under several 

investigations by the Federal Energy Regulatory Commission (FERC) for matters 

unrelated to the companies collapse. On February 11, 2002, the FERC initiated 

another investigation into Enron that formally requested the company to “preserve, 

collect, and provide all the electronic information they had in their possession relating 

to the matter under investigation” [13]. However, when this request was made, Enron 

had already declared bankruptcy and started liquidating assets, including staff. No IT 

staff remained to perform the data collection. FERC contracted collection of the data 

to Aspen Systems Corporation, who then contracted the services of Joe Bartling, of 

Bartling Forensic LLC. Bartling collected the emails in CD form from an Enron IT 

Administrator, and at the conclusion of FERC investigation, the emails were deemed 

to be in the public domain. 

Several versions of this corpus are available online. Many have had different 

versions of ‘cleaning’ applied, as the data is rather dirty, containing duplicate emails, 

PII, malware, etc. As well, the email contained sensitive data, attachments, and 

invalid email addresses. The source chosen for this project is from Carnegie Mellon 

University, chosen because this version of the corpus was purged of the above 
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problems. Refer to [14] for more information, and a copy of the email corpus. The 

emails were further preprocessed by Zhou et al. [15] and Perry & Wolfe [16], 

extracting employee information (genders, seniorities, departments, etc.) and email 

metadata and putting this data into an SQLite3 database. Refer to [16] and [15] for 

more information. 

 Once this data was downloaded, a script was needed to mine the email data 

and put it into an acceptable format. This Python script was written by the author. The 

output file format was taken from the software written by Bader and Kolda, so that 

the output could be used for their code as well as this projects code. Refer to [12] and 

[11] for the Bader and Kolda code, and input file format. 

R 

 Other data was generated by an R script written by Dr. Christopher Marron. 

The script generated tensors and used the ‘rTensor’ R library to do tensor 

decompositions using an ALS algorithm. Initial development and testing was done 

using data generated from this script, as decompositions could be calculated using 

known-good code that was like the methods of this paper. The similarity was 

confirmed when comparisons of decompositions made from the R script and this 

project were accurate to at least 4 decimal places in small tensors. Inconsistencies 

beyond 4 decimal places could be attributed to many things, one example being the 

initial guess of the approximation vectors, and another being the convergence 

threshold σ. 
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Python 

 An additional script was written by this author that created tensors with a 

strong first rank component hidden by adding weak components. This script created 

symmetrical tensors in ℝM x M x M with M ranks for a given M. The first rank-one 

tensor component had a λ value of 10, and all other rank-one components had a λ 

value of 1. Tensor values were random, with a mean of 0 and standard deviation of 

10. Test data made from this script was used for final development as the tensors 

created had strong patterns to find, but were masked by the other components. 

Generated test data of this pattern more closely resembled real data than data 

generated from R. 
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Chapter 4: Algorithm 
Certain aspects of the algorithms will be glossed over due to the trivial nature 

of the items, data structures, or ideas. 

Serial 

Before the LS algorithm can begin, initialization of the tensor and 

approximation vectors must take place. The tensor is initialized with the input file, 

and is taken care of as part of the developed tensor class. The approximation vectors 

are initialized as two sets of three vectors, one set for ‘old’ approximations and one 

set for ‘new’ approximations. After initialization, all entries are set to 1. These 1’s 

become our initial guess for the algorithm. The approximation vectors are then 

normalized. The primary work of the algorithm takes places in a while loop, 

consisting of three steps. 

Step 1 is to set the old approximations found two iterations previous to the 

new approximations found on the last iteration. If this is the first iteration, the old 

approximations are set to 1, from the initialization. 

Step 2 is to run LS on each of the approximation vectors. Immediately after a 

new approximation is found, it is normalized before being fed into the next call to LS. 

Step 3 is to calculate the distance between the current set of approximation 

vectors and the last iteration’s set of approximation vectors. If the distance is less than 

σ, the while loop breaks and the algorithm ends. 

 Refer to Appendix  1 for pseudocode. 
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Least Squares 

 The LS function is very simple. A triple nested for loop structure is used to 

iterate through tensor entries. Depending on which approximation vector is being 

calculated, the tensor is iterated through from different perspectives. An accumulator 

variable is used, called ‘top’, which accumulates all the calculations for an individual 

entry of the approximation vector. Each entry of an approximation vector is an Inner 

Product two matrices, one matrix made from 2 approximation vectors, and a tensor 

slice.  

 Refer to Appendix  4 for pseudocode. 

Parallel 

 All implementations of the parallel algorithm are identical to the serial 

version, except for Step 2 and the Least Squares function. As such, only those will be 

detailed below. 

Parallel Alternating Least Squares 

 As in the serial version, LS is run on each ‘new’ approximation vector in turn. 

Parallelization occurs inside the LS function. The first for loop, which begins iterating 

over the tensor, has an OMP pragma macro that breaks the loop into chunks and 

assigns each thread a series of slices of the tensor. Since each computation on every 

tensor entry is independent, the computations on the slices are independent.  

 Refer to Appendix  1 and Appendix  5 for pseudocode. 
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Parallel Non-Alternating Least Squares 

 Unlike the serial version, Parallel NALS runs each approximation vector 

logically “simultaneously”. Each unew/vnew/wnew approximation vector only uses 

the uold/vold/wold approximation vector from the previous iteration; e.g. unew = 

vold · wold · tensor, etc. Parallelization in the LS function is identical to Parallel 

ALS.  

 Refer to Appendix  2 and Appendix  5 for pseudocode. 

Iterating over the Tensor 

 The Iterating over the Tensor (IotT) method of parallelization is like Parallel 

NALS in that each unew/vnew/wnew approximation vector only uses the 

uold/vold/wold approximations from the previous iteration. However, the LS function 

is not called for every approximation vector to be approximated. Rather, the LS 

function is called once, the tensor is iterated over once, and the approximation vectors 

are calculated simultaneously. 

 The math for calculating each entry in the approximation vectors remains the 

same. Differences arise in assigning those values - while calculations using tensor 

values are independent, writing the results of those calculations are not, i.e. race 

conditions occur. Recall that every entry in an approximation vector is the result of an 

Inner Product of two matrices. When iterating over the tensor once per approximation 

vector, these summations occur one at a time. When iterating over the tensor once, 

summations occur one at a time for unew, but for vnew and wnew the summations for 

all entries are occurring concurrently.  
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 There were several ways to compensate for the race conditions. Perhaps the 

most obvious ways are critical sections and atomic operations. Atomic operations 

were first tried, as atomic operations were deemed to be superior to critical sections 

as the race conditions are only memory updates, and atomic operations occur in the 

CPU hardware. Unfortunately, testing revealed that any blocking solution to race 

conditions significantly slowed the runtime of the algorithm, to the point that PALS 

and PNALS were significantly faster. 

 The next solution to the race conditions was to provide each thread its own 

copy of the new approximation vectors. While this solved the race conditions and did 

increase performance compared to atomic operations, performance was still worse 

than PALS and PNALS for certain tensor sizes. 

 Refer to Appendix  3 and Appendix  6 for pseudocode. 

Diagonals over the Tensor 

 What gave rise to the race conditions when iterating over the tensor was the 

way in which iteration was done. After some thought, it was found that iterating over 

the Diagonals of the Tensor (DotT) would allow all operations and memory 

assignments to be independent. Indexing into the tensor T requires any triple C = (i,j,k) 

where 0 ≤ i,j,k < max(I, J, K). Since all diagonals must start and end on a ‘face’ of the 

tensor, i, j, or k can be held at 0 and the other two variables can be iterated over to hit 

all diagonals on a particular face. If a non-negative integer a, where a < min(J – j, K – 

k) (if i = 0), is added to C , C + a, then an iteration over a diagonal is performed. If we 

are holding j at 0, a < min(I – i, K – k), and for k = 0, a < min(I – i, J – j) [17]. 
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 While a diagonal is fully parallelizable, performing computations on more 

than one diagonal at a time introduces the same race conditions as if the tensor was 

iterated over normally. This limits how effective parallelization can be – since only 

diagonals of the tensor are parallelizable and not slices. Effectiveness of 

parallelization is also effected when tensors are not symmetric, since the maximum 

length of a diagonal is limited by the size of the minimum tensor mode. 

Refer to Appendix  3 and Appendix  7 for pseudocode. 
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Chapter 5 - Analysis 

Runtime 

For analysis, the theoretical running time must be computed and tested against 

the empirical running time. According to Cormen, Leiserson, Rivest, & Stein, in their 

text “Introduction to Algorithms” [18], to calculate the theoretical running time, we 

require finding the work (T1), the span (T∞), and parallelism (
T1

T∞
). The work of the 

algorithm is defined as the total time to execute the entire computation on one 

processor. The span is the longest time to execute the strands along any path in the 

DAG of the algorithm. Parallelism is simply the work divided by the span, and is an 

indicator of the average amount of work that can be performed in parallel for each 

step along the critical path. Parallelism is also the upper bound on maximum possible 

speedup, and the limit on the possibility of attaining perfect linear speedup [18]. 

ALS 

The analysis of the serial version of the algorithm is simpler than it may 

appear. Let’s define N as the total entries in the tensor X, and Q as the number of 

iterations the algorithm takes. We also have normalization of approximation vectors 

to account for, with vector sizes I, J, and K. Remember that for each 𝑞 ∊ Q the tensor 

is iterated over 3 times. Runtime then becomes 𝑄(3𝑁 + 𝐼 + 𝐽 + 𝐾). It’s clear that N 

is asymptotically far larger than 𝐼 + 𝐽 + 𝐾, and the constant of 3 is irrelevant, so 

asymptotic runtime becomes Θ(QN).  Unfortunately, Q is difficult to predict, and 

depends on the data, how the data is oriented in the tensor, and how strong the 
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patterns in the data are. We know the work for the serial algorithm, 𝑇1 = 𝛩(𝑄𝑁), and 

that means that the work for the parallel algorithms is also 𝑇1 = 𝛩(𝑄𝑁). 

Generalizing to R rank decompositions, 𝑄(3𝑁𝑅 + 𝑁𝑅 + 𝐼 + 𝐽 + 𝐾). Recall 

that R is bounded by the smallest mode of X, and in a square tensor, this bound would 

be 𝑁
1

𝑚, where m is the number of modes of the tensor. This does not make R a 

constant, but it is asymptotically small compared to N. The additional NR comes 

from having to compute the normalization λ values for every decomposition rank on 

every iteration. Asymptotic runtime remains Θ(QNR). In the case of a mode-three 

tensor, this is 𝑂(𝑄𝑁
4

3⁄ ). 

Parallel 

 Analyzing the parallel algorithms requires some generalization. There is no 

guarantee that I = J = K, and more likely than not, I ≠ J ≠ K. Unfortunately, constantly 

using a notation of Θ(lg(max(I, J, K))) or Θ(max(I, J, K)2) is rather cumbersome, and 

the overuse of the max() function would be more appropriate to O(). For the sake of 

simplicity, assume square tensors for the analysis. 

 According to Cormen et al. [18], the parallelization of a for loop has a cost of 

𝑇∞(𝑛) =  𝛩(log2 𝑛) + 𝑀(𝑖), where M() is the span of the largest iteration. This 

formula is used below. 

PALS and PNALS and IotT 

 Parallel Alternating Least Squares is only parallelized in the Least Squares 

function, represented in the runtime as N. Parallel Non-Alternating Least Squares is 
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implemented the same except for the non-alternating modification, which only effects 

the number of iterations, Q, the algorithm takes.  

Work remains 𝑄(3𝑁 + 𝐼 + 𝐽 + 𝐾) for PALS and PNALS, and asymptotically 

stays 𝑇1 = 𝛩(𝑄𝑁). 

For IotT, each thread is given its own copy of the approximation vectors 

(which must be copied to and copied from for result aggregation), but this is done in 

parallel, and merely adds 2 to the constant already used for iterating over the 

approximation vectors (which is 1), making the new constant 3. But remember that 

the tensor is only iterated over once, making work 𝑄(𝑁 + 3𝐼 + 3𝐽 + 3𝐾), and 

asymptotically stays 𝑇1 = 𝛩(𝑄𝑁). It is worth noting that the removal of the constant 

3 (from above PALS/PNALS/Serial) can give IotT a theoretical measurable 

performance advantage.  

 To calculate span and parallelism, we must look out how parallelization is 

performed.  

 Recall from Appendix  5 or Appendix  6: 

#pragma omp parallel for private(top,c) 
 // go thru every entry in the approximation vector 
 for (unsigned int i = 0; i < v1s; i++) 
     top = 0; 

// summation from j, k to n 
for (unsigned int j = 0; j < v2s; j++) 

for (unsigned int k = 0; k < v3s; k++) 
// Vj * Wk * Xijk 

 

 The first for loop is parallelized, so we know that the total span has a cost at 

least 𝛩(log2 𝑛). Each thread then has a Θ(n2) run time. This makes the span of this 

algorithm 𝑇∞ =  𝛩(log2 𝑛) +  𝛩(𝑛2). 𝛩(𝑛2) dominates 𝛩(log2 𝑛), so 𝑇∞ =  𝛩(𝑛2). 
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However, this must be done on every iteration, so Q iterations must be added to the 

span,  𝑇∞ =  𝛩(𝑄𝑛2) 

 Parallelism is therefore 
𝛩(𝑄𝑁)

𝛩(𝑄𝑛2)
=  

𝛩(𝑄𝑛3)

𝛩(𝑄𝑛2)
=  𝛩(𝑛) =  𝛩(𝑁

1
3⁄ ). 

Diagonals over the Tensor 

 DotT is similar to PALS/PNALS, but the tensor is only iterated over once. 

Work remains 𝑄(𝑁 + 𝐼 +J +𝐾), and asymptotically stays 𝑇1 = 𝛩(𝑄𝑁).  

 Span is a bit more complicated for DotT. From Appendix  7: 

// shapes starting with the i ‘face’ 
i = 0; 

for (j = 0; j < vSize; j++) 

 for (k = 0; k < wSize; k++) 

  limit = min(vSize - j, wSize - k); 

#pragma omp parallel for private(c, top, ii, jj, kk) 

   for (loop = 0; loop < limit; loop++) 

    // calculations over u 

 

    // calculations over v 

 

    // calculations over w 

 

// shapes starting with the j ‘face’ 

j = 0; 

for (i = 0; i < uSize; i++) 

 for (k = 0; k < wSize; k++) 

  // special case where the shape is repeated 

  limit = min(uSize - i, wSize - k); 

#pragma omp parallel for private(c, top, ii, jj, kk) 

   for (loop = 0; loop < limit; loop++) 

    // calculations over u 

 

    // calculations over v 

 

    // calculations over w 

 

 // shapes starting with the k ‘face’ 

 k = 0 

for (i = 0; i < uSize; i++) 

 for (j = 0; j < vSize; j++) 

  // special case where the shape is repeated 

  limit = min(uSize - i, vSize - j); 

#pragma omp parallel for private(c, top, ii, jj, kk) 

   for (loop = 0; loop < limit; loop++) 

    // calculations over u 
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    // calculations over v 

 

    // calculations over w 

Only one for loop (for each face) is parallelized, and the computation that takes place 

inside that for loop is along a diagonal of the tensor. Since each iteration only does a 

few calculations over one entry in the tensor, the maximum-iteration is Θ(1). 

Calculating the cost of parallelization is not as direct. 

Assume that 𝐿𝑘 is the length of the kth diagonal. We would have that the span 

of a single diagonal is 𝛩(log2 𝐿𝑘) + 𝛩(1) =  𝛩(log2 𝐿𝑘).  However, we must sum 

over all the diagonals created in the outer two loops, ∑ 𝛩(log2 𝐿𝑘)𝑘 ∊𝐾 =

 𝛩(∑ log2 𝐿𝑘𝑘 ∊𝐾 ) =  𝛩(log2(∏ 𝐿𝑘𝑘 ∊𝐾 )). We know that 𝐿𝑘 ≤ 𝑛, and the number of 

total diagonals is 𝑂(𝑛2). Therefore, log2(∏ 𝐿𝑘𝑘 ∊𝐾 ) ≤  log2(𝑛𝑐𝑛2
) =  𝑐𝑛2 log2 𝑛. 

Span is therefore  𝑇∞ =  𝑂(𝑛2 log2 𝑛) + 𝛩(1), and since 𝑂(𝑛2 log2 𝑛) dominates 

𝛩(1),  𝑇∞ = 𝑂(𝑛2 log2 𝑛). However, this is not a tight bound. 

 Parallelism is 
𝛩(𝑄𝑁)

𝑂(Q𝑛2log2 𝑛)
=  

𝛩(𝑄𝑛3)

𝑂(Q𝑛2log2 𝑛)
=  𝛺 (

𝑛

log2 𝑛
) = 𝛺 (

𝑁
1

3⁄

log2 𝑁
). 

Memory Usage 

ALS and Parallel ALS 

 Memory usage for ALS is like the runtime. The only notable data structures 

are the tensor X of size N, and the approximation vectors with sizes I, J, and K. As 

the data structures do not change based upon the iterations of the algorithm, the 

memory usage is 𝑁 + 𝐼 + 𝐽 + 𝐾, and asymptotically Θ(N). 
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Parallel NALS and Diagonals over the Tensor 

  PNALS and DotT only differ from PALS with the existence of the old 

approximation vectors, which adds a constant of 2 to each vector size. As such, 

asymptotic memory usage remains Θ(N). 

Iterating over the Tensor 

 IotT adds some memory overhead due to each thread needing its own copy of 

each approximation vector. As above, this only adds another constant, 16, to each 

vector size. The old approximation vectors are still used, so the new constant is 18, 

with runtime 𝑁 + 18(𝐼 + 𝐽 + 𝐾), with asymptotic memory usage remaining Θ(N). 
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Chapter 6:  Results 
 All results were run with only one version of each tensor size, e.g. one 

10x10x10 tensor, one 50x50x50 tensor, etc. Since only one tensor of each size was 

tested on, the trends presented should only be taken as general. All symmetric tensors 

are dense, meaning that data exists in each tensor entry, while the other tensors are 

sparse, meaning that most tensors entries do not contain data. Testing on three or five 

tensors of every size was unrealistic with the time and especially data size constraints, 

as a dense 200x200x200 tensor is approximately 183 MB in size, and a dense 

500x500x500 tensor is approximately 2,892 MB in size. Each test was performed 5 

times to obtain an average runtime. These averages are what was used to plot 

runtimes. The distance and iteration measurements are deterministic and do not 

change between runs. 

Performance Testing with R test data 

 Previously mentioned in R is that initial development and testing was done 

using tensors with completely random data. Testing could be done with tensors up to 

200x200x200. Tensors bigger than 200x200x200 had problems converging in a 

timely matter using Parallel NALS, IotT, and DotT. While these three methods share 

the trait of using the old approximation vectors to approximate the new vectors, in 

theory this should not have resulted in such long iteration counts and run times. Even 

more puzzling is that the iteration counts for these three methods were not even close 

to being similar. At this time, the investigation behind these methods taking so long to 
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converge on random data is relegated to Chapter 8 - Conclusion and Future Work. 

In all of the following charts, PNALS did not converge on a 200x200x200 tensor. 

 

Figure 16 - Runtime Comparison, Random 'Data' 

10^3 50^3 100^3 150^3 200^3

ALS 0.0106382 2.882128 48.13242 455.8364 473.6424

PALS 0.0046572 0.2671986 3.78086 33.80466 60.85288

PNALS 0.0121768 0.851202 18.00186 547.7916

IotT 0.066057 0.998010546 67.62622 348.3028 8496.014

DotT 0.9840578 0.998010546 791.5296 1176.286 70248.1
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Figure 17 - Runtime Comparison, Random 'Data', up to 150x150x150 

 The above charts show the runtimes of the five algorithm versions. We can 

see that at a tensor size of 200x200x200 the time to converge increases enormously, 

so a second chart was provided with tensors up to 150x150x150. 

 The next chart shows the measured speedup of each version. As one can 

predict from the above data tables, PALS has the highest speedup. 

10^3 50^3 100^3 150^3

ALS 0.0106382 2.882128 48.13242 455.8364

PALS 0.0046572 0.2671986 3.78086 33.80466

PNALS 0.0121768 0.851202 18.00186 547.7916

IotT 0.066057 0.998010546 67.62622 348.3028

DotT 0.9840578 0.998010546 791.5296 1176.286
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Figure 18 - Speedup, Random 'Data' 

 The next interesting data measurement was the number of iterations each 

version took to converge, and like runtime, this is a large indicator of the problem of 

convergence with PNALS, IotT, and DotT. 

10^3 50^3 100^3 150^3 200^3

ALS 1 1 1 1 1

PALS 2.28 10.79 12.73 13.48 7.78

PNALS 0.87 3.39 2.67 0.83

IotT 0.16 2.89 0.71 1.31 0.06

DotT 0.01 2.89 0.06 0.39 0.01
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Figure 19 - Iterations Measured, Random 'Data' 

 Using these iteration counts, a statistic similar to speedup can be derived, 

efficiency, which measures how efficient each algorithm is in terms of iterations 

taken to converge. Obviously, the efficiency of PNALS, IotT, and DotT is very low 

and have a general trend of lower efficiency as the tensor size increases. 

10^3 50^3 100^3 150^3 200^3

ALS 116 271 547 1427 594

PALS 116 271 547 1427 594

PNALS 340 859 2599 23170

IotT 340 859 4902 9056 107668

DotT 340 859 70999 3310 99706
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Figure 20 - Efficiency, Random 'Data' 

 Using the efficiencies calculated, the runtimes can be scaled to find a scaled 

speedup. Scaled speedup indicates what the speedup would have been if all versions 

had identical efficiency, and reveals an interesting trend. 

10^3 50^3 100^3 150^3 200^3

ALS 1 1 1 1 1

PALS 1 1 1 1 1

PNALS 0.34 0.32 0.21 0.06

IotT 0.34 0.32 0.11 0.16 0.01

DotT 0.34 0.32 0.01 0.43 0.01
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Figure 21 - Scaled Speedup, Random 'Data' 

 In the above chart, it’s interesting to note that IotT has a general upward trend 

in speedup as the tensor increases in size. This makes logical sense, as the tensor is 

iterated over three times for PALS, and only once for IotT. 

 The final chart is Distance, which is the distance between two tensors, 

calculated by ∑ (𝜆𝑈𝑖𝑉𝑗𝑊𝑘 − 𝑋𝑖𝑗𝑘)2𝐼,𝐽,𝐾
𝑖,𝑗,𝑘 . This value is then divided by N, the total size 

of the tensor, to give some type of similar scale between distance of different sized 

tensors. The distance value indicates the accuracy of the rank-one decompositions. 

The closer to zero the value is, the more accurate the decomposition. The larger the 

value is, the more inaccurate the decomposition is. A value of one is very large, and 

therefore very inaccurate. Lower values will be seen in the next section. 

10^3 50^3 100^3 150^3 200^3

ALS 1 1 1 1 1

PALS 2.28 10.79 12.73 13.48 7.78

PNALS 2.56 10.73 12.7 13.51

IotT 0.47 9.15 6.38 8.31 10.1

DotT 0.03 9.15 7.89 0.9 1.13
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Figure 22 - Distance, Random 'Data' 

We can see that ALS and PALS have identical accuracy, but all versions are terribly 

inaccurate. This is primarily due to the randomness of these test cases; remember that 

there are no strong patterns to find in these test cases. 

Performance Testing with Python and Enron test data 

 Recall from Python that final development and testing was done using tensors 

with a strong first rank component hidden by adding weak components, with 

components made up of random data, and that these test cases more appropriately 

model tensors with real data. As such, the Enron test data, with tensors of 

157x157x44, with email data of receiver-sender-month, and 44x157x157, with email 

data of month-sender-receiver, are presented here. The two different Enron tensors 

types were used to test if the different mode-one size changed performance 

10^3 50^3 100^3 150^3 200^3

ALS 0.9840578 0.997853958 0.999578272 0.999322222 0.999029509

Parallel ALS 0.9840578 0.997853958 0.999578272 0.999322222 0.999029509

Parallel NALS 0.9840578 0.998010546 0.999575202 0.999307993

Iterate-over-Tensor 0.9840578 0.998010546 0.999570549 0.999311365 0.999033799

Diagonals-over-Tensor 0.9840578 0.998010546 0.999549887 0.999319243 0.999032762

0.975

0.98

0.985

0.99

0.995

1

1.005

Sc
al

ed
 D

is
ta

n
ce

Tensor Size

Distance, Random 'Data'

ALS Parallel ALS Parallel NALS Iterate-over-Tensor Diagonals-over-Tensor



40 

 

characteristics. The tensors were added into the charts in ascending order of their N 

values. 

 The convergence problem noted with the random data and PNALS, IotT, and 

DotT is still present, but not nearly to the extent seen. 

 

Figure 23 - Runtime Comparisons, ‘Data’ 

 The above charts show the runtimes of the five algorithm versions. As 

expected, ALS and DotT dominate the runtimes. 

 The next chart, Speedup, shows similar trends that are in the Speedup chart 

for the random R data. 
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Figure 24 - Speedup, 'Data' 

PALS still maintains a general lead in speedup, but IotT has a general upward trend 

as tensor size increases, comparable to Scaled Speedup from the random testcases 

made in R. More specifically, as the size of the first mode of the tensor increases, the 

speedup of IotT increases, as the trendline indicates. 

 The iteration counts with these test cases decrease steeply, as these test cases 

do have patterns to find. 
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Figure 25 - Iterations, 'Data' 

And as the iterations decrease in relation to ALS, Efficiency increases.  

 

Figure 26 - Efficiency, 'Data' 
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One noteworthy thing that we can see is that when the data has patterns to find, even 

hidden ones, the iteration counts for PNALS, IotT, and DotT stabilize and equal each 

other. The large amounts of variance in efficiency seen with the random data is gone. 

 

Figure 27 - Scaled Speedup, 'Data' 

 The Scaled Speedup for these test cases show an even stronger trend of IotT to 

have increased speedup as the tensor sizes increase. This gives a strong implication 

that, if the problem of un-matched efficiency could be fixed, for large tensor sizes 

IotT would be the preferred method, with PALS coming in second. 

 The final metric to be looked at is distance, previously defined. Unlike the 

distance chart for the random R data, the scale for this chart is log10.  
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Figure 28 - Distance, 'Data' 

If the previous distance chart is referred to, it can be seen, when compared to the one 

above, that on test cases that simulate real data or are real data the algorithms are very 

accurate approximating the tensor. More importantly, all the versions converge to the 

same result on each tensor. Note that both versions of the Enron tensor converged 

identically - the orientation of the data in the tensor is irrelevant to the final 

decomposition result, holding constant other factors such as σ and initial starting 

points. 

  

Patterns found in Enron 

 Much has been said about how to find decompositions, and what the 

performance aspects are in the process of calculating them. Now we briefly delve into 
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interpreting the decompositions on the Enron data. One example of how to interpret 

the data is to plot the vectors in a scatter plot. The ‘time’ vector in months is shown 

below. 

 

Figure 29 -  Enron Month Vector, plotted 

 Several noteworthy points have been labeled. By the end of 2000, Enron 

shares were at their highest ever, $90.56 [19]. In February 2001, Jeffrey Skilling, the 

then president and COO, took over as CEO from Kenneth Lay [19]. March 2001 saw 

the collapse of a 20-year deal between Blockbuster Inc. and Enron for an online 

streaming service using Enron’s fiber optic infrastructure [20]. August 2001 saw the 

resignation of Skilling as CEO, as details of loose finance and accounting practices 

surfaced within the company [21]. At the same time, the broadband division of Enron 

reported a $137 million loss, causing the rating of Enron’s stock to fall and the stock 

price to hit a one year low of $39.95 [22]. October of 2001 was the beginning of the 
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end for Enron – Enron’s legal counsel instructed Enron’s internal auditors to destroy 

all Enron files except for the “most basic documents”, Enron reported a $618 million 

loss and a $1.2 billion write-off, and an SEC probe into Enron is initiated [22]. 

November of 2001 saw Enron admit to income inflation of $586 million since 1997, a 

company saving merger with Dynegy Inc. is announced, Enron reported that a $690 

million debt is due that it cannot pay, the Dynegy Inc. merger is aborted, and Enron’s 

stock price falls below $1 a share [22] [19]. December of 2001 saw Enron file for 

bankruptcy, the largest in US history up to that point, and over 80% of the workforce 

is laid off [21]. 

 While some of the events listed do not correspond to the higher spikes in 

email traffic, note that the above information is based upon the fall of Enron. The 

entire inner workings of Enron and what caused high email traffic is not known. Also, 

consider that high email traffic in preceding months could have been about the events 

listed. 

 The following charts show the five most prolific senders and receivers of 

email in the Enron dataset. Using the database from [15] and [16], these people can 

be identified to see if the high email traffic associated to them makes sense. 
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Figure 30 - Enron Senders Vector, plotted 

 The five most prolific senders were employee numbers 4, 62, 114, 123, and 

132. Number 4 was a Junior Legal Specialist in the ENA Legal Dept. 62 was a Junior 

Trading Manager in the ENA Gas East Dept. 114 was a Senior Trading Director with 

the ENA West Power Dept. 123 was a VP of Trading with the ENA Gas Central 

Dept. And 132 was a Junior Specialist with the ENA East Power Dept. 4, 62, 114, 

and 123 make sense to have a high amount of email traffic. 132 seems an anomaly, 

perhaps this was a junior level employee who got caught up in the scandal? 
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Figure 31 - Enron Receviers Vector, plotted 

 The five most prolific receivers of email were 21, 47, 62, 123, and 132. 62, 

123, and 132 are detailed above. 21 is a junior level administrator, but no further 

information is given in the database. This information may have been redacted at the 

request of the employee. 47 was a VP in the ETS Dept. It is hard to reason why 21 

and 47 were high receivers of email. Unfortunately, explanations of each department 

are not given. However, if one were so inclined, the raw emails could be viewed for 

further analysis. 

 

Applications to Cyber-Security 

 It should be clear that tensors can be used to find patterns in data. This can be 

done with any type of data. For example, you can take network data consisting of 
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DestinationIP-Time, and easily identify the top hosts. This could be used to look for 

attack patterns from destinations, or to see which destinations post the most threats. 

Conversely, compromised sources would also be seen, or times of day when attacks 

occur most often. 
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Chapter 7:  Challenges 

Test Cases 

 One of the primary challenges in development was how to test the algorithm. 

Decompositions made by other means, such as R or the Kolda and Bader code, are 

not guaranteed to have the same convergence due to a variety of reasons. The random 

tensor decompositions made from R, for example, only had matched this work for 

very small tensor sizes, less than 5x5x5, and as tensors sizes increased the distance 

between decompositions increased. This is what gave rise to the Python script that 

makes a tensor test case as a sum of rank-one tensors. 

 However, even the logic python script has a flaw. The Python takes in a value, 

M, and makes an MxMxM symmetric tensor created by adding M rank-one tensors. 

The first of these rank-one tensors has a λ of 10 to introduce a pattern, and the 

remaining rank-one tensors attempt to hide that pattern. A rank-one decomposition 

should then be close to the first rank-one tensor. However, once the (M – 1) rank-one 

tensors are added, there is no guarantee that a better decomposition exists that is not 

necessarily close to that first rank-one tensor.  

Analysis of Decompositions 

 Figuring out what the final trends mean is not always a trivial process. 

Sometimes it is enough to plot the vectors, as done in Patterns found in Enron. 

However, plotting the vectors was not enough to explain the trends seen. As stated, it 

would also have been useful to analysis the raw email contents. This can be true of 

any tensor decomposition; the trends are not always obvious. 
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Chapter 8 - Conclusion and Future Work 

Conclusion 

 The results clearly indicate that PALS has the clearest performance margin 

across all metrics on random data and/or smaller tensors, while on larger tensors and 

real data IotT has the best performance.  

Future Work 

The scope of this work had to be re-defined several times, and as such, not all 

avenues of investigation could be completed.  

‘Divide and Concur’ and CP-APR 

Other optimization techniques exist for decomposing tensors, such as Divide 

and Concur and Alternating Poisson Regression. Further avenues of investigation 

include parallelizing such algorithms to compare performance and results. This could 

lead to determining the best algorithm to use in terms of accuracy of decompositions, 

performance, and/or both accuracy and performance. 

GPUs 

Other hardware could also be used for parallelization. This project utilized 

CPUs, but it is suspected that GPUs and GPU clusters may be more beneficial. GPUs 

excel at doing thousands of mathematical computations at the same time. Since 

decomposing tensors essentially only requires basic mathematical operations, 

utilizing the thousands of cores on a GPU should increase parallelism by several 

factors [23]. 
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NALS Struggle with Random Tensors 

 Previously stated in Chapter 6:  Results is that all versions of NALS (PNALS, 

IotT, and DotT) struggle with random data. It is predictable that all versions would 

have problems converging, as there should be no pattern in the data. But the large 

different in runtimes, iterations, and distance between NALS and ALS versions 

should not occur. The mathematical difference in the varied LS functions is only in 

how the inner products are calculated for each approximation vector entry. In the 

ALS and PNALS versions, each inner product is one at a time, yet the simple 

modification of having the calculation of an approximation vector use the opposing 

vectors from the previous iteration causes convergence problems. If IotT and DotT 

had the same efficiencies and results in the random data, it would be simple to 

conclude that each approximation vectors requires the ‘newest information’ to 

converge quickly. However, since IotT and DotT efficiencies and results did not 

exactly match, there also seems to be an issue with their inner products being done 

piecemeal. 

Distributed Computation 

 One of the initial goals of this project was to make a fully distributed 

algorithm for increased performance. Due to time constraints, this could not occur. 

Some challenges in distribution include: whether to give each node a copy of the 

entire tensor, or have each node to parts of the tensor; how to distribute the 

computations; and how to put the separate parts of computation back together. A 

Map/Reduce system could also be investigated for this problem. 
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M-mode Tensors 

 In a perfect world, tensors of any number of modes could be input into this 

work and decompositions calculated. Yet, generalizing the code for tensors of any 

mode is not a trivial accomplishment, and requires more complicated methods of 

iteration and some type of custom data structure. Many other implementation of 

tensor decompositions use matricized tensors, and that could be one avenue of 

investigation. 

M-rank decompositions 

 Intuitively, if looking for multiple patterns in a tensor, one would want to 

subtract the patterns already in the process of being found. That is the basis for 

finding decompositions greater than rank-one. For the implementation in this work, 

this generalization should not be terribly complicated, but was not done due to the 

extensive testing required. 

Parallelization Optimization 

 This work focused on finding different ways to parallelize LS. As PALS and 

IotT have the best performance, it would be interesting to see if further optimizations 

to these methods could be found; especially if the lack of efficiency of IotT could be 

solved. 

Compact Input Files 

 One of the reasons multiple tensors of every size were tested on is because of 

the large nature of these dense tensors. The format of the data in the input files is 
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ASCII, and using one byte per character is a very inefficient way to store numbers 

that can have several digits. An alternate method would be to store the files in a 

binary format for non-integral tensor values. 
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Appendices 
Appendix  1 - General ALS Code 

tensor = Tensor(optarg); 

normalize(unew); 

normalize(vnew); 

normalize(wnew); 

while (true) 
 // Step 1: The 'new' approximations become old 
 uold = unew; 

 vold = vnew; 

 wold = wnew; 

 

 // Step 2: Find new approximations, ALTERNATING. 

 // Normalize vectors 
 LS(unew, vnew, wnew, tensor, 1); 

normalize(unew); 

 LS(vnew, unew, wnew, tensor, 2); 

normalize(vnew);  

 LS(wnew, unew, vnew, tensor, 3); 

normalize(wnew); 

 

// Step 3: compute the distance of the vectors and compare to  

 // the sigma value. Break the loop, if applicable 

if ((distance(uold, unew) + distance(vold, vnew) + 

distance(wold, wnew)) < sigma) 

break; 
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Appendix  2 - General NALS Code 

tensor = Tensor(optarg); 

normalize(unew); 

normalize(vnew); 

normalize(wnew); 

while (true) 
 // Step 1: The 'new' approximations become old 
 uold = unew; 

 vold = vnew; 

 wold = wnew; 

 

 // Step 2: Find new approximations, NON-ALTERNATING 

 // Normalize vectors 
 LS(unew, vold, wold, tensor, 1); 

normalize(unew); 

 LS(vnew, uold, wold, tensor, 2); 

normalize(vnew); 

 LS(wnew, uold, vold, tensor, 3); 

normalize(wnew); 

 

 // Step 3: compute the distance of the vectors and compare to  

  // the sigma value. Break the loop, if applicable  

if ((distance(uold, unew) + distance(vold, vnew) + 

distance(wold, wnew)) < sigma) 

break; 
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Appendix  3 - General IotT and DotT

tensor = Tensor(optarg); 

normalize(unew); 

normalize(vnew); 

normalize(wnew); 

while (true) 
 // Step 1: The 'new' approximations become old 
 uold = unew; 

 vold = vnew; 

 wold = wnew; 

 

 // Step 2: Find new approximations, NON-ALTERNATING 
 // Normalize vectors 
 LS(unew, vnew, wnew, uold, vold, wold, tensor); 

normalize(unew); 

normalize(vnew); 

normalize(wnew); 

 

 // Step 3: compute the distance of the vectors and compare to  

  // the sigma value. Break the loop, if applicable  

if ((distance(uold, unew) + distance(vold, vnew) + 

distance(wold, wnew)) < sigma) 

break; 

  

 

 

 

 

 

 

 

 

 

 

Appendix  4 - Serial Least Squares Code 
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void LS(v1, v2, v3, tensor, dim) 

top = 0; 

approximations = v1.size(); 

v1s = v1[0].size(), v2s = v2[0].size(), v3s = v3[0].size(); 

c[3] = {}; 

 

 // go thru every entry in the approximation vector 

 for (unsigned int i = 0; i < v1s; i++) 

     top = 0; 

// summation from j, k to n 

for (unsigned int j = 0; j < v2s; j++) 

for (unsigned int k = 0; k < v3s; k++) 

// Vj * Wk * Xijk 

if (dim == 1) 

c[0] = i; c[1] = j; c[2] = k; 

top += v2[a][j] * v3[a][k] *                    

tensor.at(c); 

else if (dim == 2) 

c[0] = j; c[1] = i; c[2] = k; 

top += v2[a][j] * v3[a][k] * 

tensor.at(c); 

else if (dim == 3) 

c[0] = j; c[1] = k; c[2] = i; 

top += v2[a][j] * v3[a][k] * 

tensor.at(c); 

v1[a][i] = top; 

 

 



59 

 

Appendix  5 - Parallel Least Squares Code 

void LS(v1, v2, v3, tensor, dim) 
top = 0; 
approximations = v1.size(); 
v1s = v1[0].size(), v2s = v2[0].size(), v3s = v3[0].size(); 
c[3] = {}; 
 

#pragma omp parallel for private(top,c) 
 // go thru every entry in the approximation vector 
 for (unsigned int i = 0; i < v1s; i++) 
     top = 0; 

// summation from j, k to n 
for (unsigned int j = 0; j < v2s; j++) 

for (unsigned int k = 0; k < v3s; k++) 
// Vj * Wk * Xijk 

if (dim == 1) 
c[0] = i; c[1] = j; c[2] = k; 

top += v2[a][j] * v3[a][k] *                    

tensor.at(c); 

else if (dim == 2) 
c[0] = j; c[1] = i; c[2] = k; 

top += v2[a][j] * v3[a][k] * tensor.at(c); 

else if (dim == 3) 
c[0] = j; c[1] = k; c[2] = i; 

top += v2[a][j] * v3[a][k] * tensor.at(c); 

v1[a][i] = top; 
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Appendix  6 - Parallel Least Squares Code, iterating over tensor once 

void LS(unew, vnew, wnew, uold, vold, wold, tensor) 
 tensorAt = 0; 

top[3] = {}; 
approximations = uold.size(); // component vectors per component 
uSize = uold[0].size(), vSize = vold[0].size(), wSize = wold[0].size(); 
c[3] = {}; 
vector < vector < vector < double > > > ucopy; 

vector < vector < vector < double > > > vcopy; 

vector < vector < vector < double > > > wcopy; 
 

// appropriately size the *copy vectors and fill with 0 

 
#pragma omp parallel for private(top, c, tensorAt) 

 // go thru every entry in the approximation vector 
 for (unsigned int i = 0; i < v1s; i++) 
     top = 0; 

// summation from j, k to n 
for (unsigned int j = 0; j < v2s; j++) 

for (unsigned int k = 0; k < v3s; k++) 
    c[0] = i; c[1] = j; c[2] = k; 

     // calculations over u 

top[0] = vold[a][j] * wold[a][k] * tensor.at(c); 

ucopy[thread][a][i] += top[0]; 

 

// calculations over v 

top[1] = uold[a][i] * wold[a][k] * tensor.at(c); 

vcopy[thread][a][j] += top[1]; 

 

// calculations over w 

top[2] = uold[a][i] * vold[a][j] * tensor.at(c); 

wcopy[thread][a][k] += top[2]; 

 
 // copy results to component vectors  
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Appendix  7 - Parallel Least Squares Code, diagonals over tensor 

void LS(unew, vnew, wnew, uold, vold, wold, tensor) 

 tensorAt = 0; 
top[3] = {}; 
approximations = uold.size(); // component vectors per  
uSize = uold[0].size(), vSize = vold[0].size(),  

wSize = wold[0].size(); 
c[3] = {}; 
ii = 0; i = 0; 

jj = 0; j = 0 

kk = 0; k = 0; 

limit = 0; 
 

// full the *new vectors with 0 

 

// shapes starting with the i ‘face’ 
i = 0; 

for (j = 0; j < vSize; j++) 

 for (k = 0; k < wSize; k++) 

  limit = min(vSize - j, wSize - k); 

#pragma omp parallel for private(c, top, ii, jj, kk) 

   for (loop = 0; loop < limit; loop++) 

    ii = i + loop; jj = j + loop;  

kk = k + loop; 

    c[0] = ii; c[1] = jj; c[2] = kk; 

 

    // calculations over u 

top[0] = vold[a][jj] * wold[a][kk] * 

tensor.at(c); 

unew[a][ii] += top[0]; 

 

    // calculations over v 

top[1] = uold[a][ii] * wold[a][kk] * 

tensor.at(c); 

    vnew[a][jj] += top[1]; 

 

    // calculations over w 

top[2] = uold[a][ii] * vold[a][jj] * 

tensor.at(c); 

wnew[a][kk] += top[2]; 

 

// shapes starting with the j ‘face’ 

j = 0; 

for (i = 0; i < uSize; i++) 

 for (k = 0; k < wSize; k++) 

  // special case where the shape is repeated 

  if (i == j) continue; 

  limit = min(uSize - i, wSize - k); 

#pragma omp parallel for private(c, top, ii, jj, kk) 

   for (loop = 0; loop < limit; loop++) 

    ii = i + loop; jj = j + loop; 
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kk = k + loop; 

    c[0] = ii; c[1] = jj; c[2] = kk; 

 

    // calculations over u 

top[0] = vold[a][jj] * wold[a][kk] * 

tensor.at(c); 

unew[a][ii] += top[0]; 

 

    // calculations over v 

top[1] = uold[a][ii] * wold[a][kk] * 

tensor.at(c); 

    vnew[a][jj] += top[1]; 

 

    // calculations over w 

top[2] = uold[a][ii] * vold[a][jj] * 

tensor.at(c); 

wnew[a][kk] += top[2]; 

 

 // shapes starting with the k ‘face’ 

 k = 0 

for (i = 0; i < uSize; i++) 

 for (j = 0; j < vSize; j++) 

  // special case where the shape is repeated 

  if (i == k or j == k) continue; 

  limit = min(uSize - i, vSize - j); 

#pragma omp parallel for private(c, top, ii, jj, kk) 

   for (loop = 0; loop < limit; loop++) 

    ii = i + loop; jj = j + loop; 

kk = k + loop; 

    c[0] = ii; c[1] = jj; c[2] = kk; 

 

    // calculations over u 

top[0] = vold[a][jj] * wold[a][kk] * 

tensor.at(c); 

unew[a][ii] += top[0]; 

 

    // calculations over v 

top[1] = uold[a][ii] * wold[a][kk] * 

tensor.at(c); 

    vnew[a][jj] += top[1]; 

 

    // calculations over w 

top[2] = uold[a][ii] * vold[a][jj] * 

tensor.at(c); 

wnew[a][kk] += top[2]; 
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